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Abstract

Background. Multimodal “digital athlete” systems assume that adding sensor streams
improves injury forecasting, but the marginal value and data integrity of each layer are
rarely tested. Objective. To quantify the predictive gain from successive monitoring tiers
and audit failure modes that inflate performance. Methods. This retrospective
prognostic-modelling study analysed SoccerMon (50 elite women footballers; 25,529
monitored player-days; 63 injury episodes) and a seven-year runner cohort (74 athletes;
42,766 athlete-days; 583 injury days). Five nested tiers (T0-T4) were ordered by
instrumentation and reporting burden and compared within cohort. Penalised logistic
regression and gradient boosting were assessed with athlete-grouped cross-validation,
athlete-level bootstrap intervals, natural-rate calibration, and explicit alert budgets.
Pre-modelling audits tested injury-report ascertainment and historical coverage.
Results. SoccerMon injury incidence fell 11.9-fold at a September 2020 changepoint
despite stable or rising monitoring. In runners, injury rows contained 10.8 recoverable
prior days versus 25.8 for non-injury rows; coverage alone achieved AUROC 0.961, and
reconstructed-history features yielded AUROC 0.988 versus 0.660 within the released
window. Cohort A showed no generalisable forecasting (AUROC 0.32-0.48). In Cohort B,
AUROC increased from 0.641 at TO to 0.663 at T3; the full stack added AAUROC 0.043 for
logistic regression and 0.019 for gradient boosting over exposure alone. Self-report
carried 38.2% of attribution. At a 10% alert budget, the best model detected 19.6% of
injuries with 38 alerts per detection. Conclusions. Added sensing showed diminishing
returns, hardware-free self-report carried the most signal, and operational utility
remained low. Ascertainment-stability and coverage-balance audits should precede
performance claims.
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1. Introduction

Athlete health management in elite sport is still predominantly reactive. In medicine, we
intervene after injury rather than preventively; streams that need to support prevention-
wearable inertial and positional sensors, physiological & biochemical sensing modalities,
periodic imaging protocols, training-load logs, self-reported wellness, etc.-are generally
captured in isolation [1,2]. Recently, a substantial engineering literature has attempted to
bridge this gap by constructing integrated “digital athlete” or digital-twin ecosystems:
multimodal sensor fusion feeding into deep learning and increasingly large multimodal models,
yielding patient-specific risk stratification/anticipation of injury along with recommendations
for intervention [3-5]. Individual studies have also provided positive results - for example,
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predicting injuries from GPS training load in professional football [6], modelling hamstring
strain in elite Australian football [7], and utilising public game statistics to predict next-season
injury in professional ice hockey [8] - while reviews compile dozens of others [9,10].

That question comes in three parts-and none of them is answered cleanly by the existing
literature. The marginal value of each modality is seldom isolated; studies usually report results
on one full feature set, and the contribution from expensive layers cannot be separated from
cheap ones. Second, reported performance is often overestimated by validation choices -
random splits that place the same athlete, or near-duplicate overlapping windows on both sides
of a partition - so that the baseline against which any increment is compared is itself unreliable
[9,11]. Third, discrimination is often reported without calibration or a decision-analytic context,
even though injury is a rare event for which AUROC is a poor marker of clinical usefulness [12-
14].

Scepticism about injury prediction is not new. At the individual level, Bahr has argued that
screening tests to predict injury are not worth it and likely never will, because the signal-to-
base-rate ratio is ominously adverse [15]. At the same time, complex-systems accounts argue
that injury results from interacting, time-varying factors rather than from a relatively stable set
of measurable predictors (for discussion, see [16,17]). For a decade, the acute:chronic workload
ratio-arguably the dominant risk construct in the field [18]-has been shown to rest on fragile
conceptual and statistical foundations that do not support its prescriptive use [19,20]. Worse,
proposing to spend engineering effort on extra sensing requires evidence that the additional
sensing has a positive return.

Answering this question empirically requires public data, and this field is constrained in ways
that are often underappreciated. We thus started by surveying the literature (Section 2) and
found that truly multimodal athlete monitoring paired with injury labels is rare; that no such
dataset seems available for basketball - the sport most often omitted in digital-athlete proposals;
and that the two largest public releases each suffer from a data-integrity defect in separate sub-
populations, thereby generating large, yet uncorrectable, spectacular results.

We report a deflationary result, and we report it precisely. This is not an argument against
building athlete-monitoring systems; it is an argument about where the engineering effort
should go, which the closing sections develop.

2. The Public Data Landscape

We catalogued openly available datasets that combine athlete monitoring with injury labels
before modelling. This population is small, and its members differ widely in modality coverage,
labelling quality, and access.

SoccerMon [21] is the largest publicly available multimodal athlete-monitoring release: 50 elite
women footballers at two Norwegian Toppserien clubs across the 2020 and 2021 seasons. The
objective component consists of high-frequency positional, accelerometric and heart-rate
streams from GPS units (approx. 99 GB); the subjective component, distributed under a CC BY
4.0 license, includes daily self-report wellness (fatigue, mood, readiness, sleep duration, sleep
quality, soreness, stress), session-level training load as well as derived load analytics; game
performance ratings and athlete-reported injury and illness logs. The present study applied the
subjective component; analyses of the objective component were omitted, for reasons stated in
Section 5.5.

Competitive-runner training logs [22] comprise a cohort of 74 middle- and long-distance
runners from one elite Dutch squad monitored over seven years. Each released row comprises
seven consecutive days of 10 training variables (session counts, total and zone-specific distance,
sprint distance, strength and alternative training, and self-rated exertion, recovery, and training
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success), matched to a binary injury label for the next day. Injuries were defined from staff-
recorded time-loss data.

3. Methods

3.1. Design

We conducted a retrospective prognostic-modelling study in two independent public cohorts
and followed the TRIPOD+AI recommendations for machine-learning-based prediction models
[25]. The target condition was the first occurrence of a time-loss injury; the intended use case
is a daily-volume risk readout for training-planning decisions. We performed all analyses in
Python 3.12 using scikit-learn, XGBoost [26], and SHAP; all code and derived tables are
available as described under Data and Code Availability.

3.2. Cohorts and Eligibility

Cohort A (footballers). We created a player-day panel for all 50 players over our period of
interest (2020-01-01 to 2021-12-31), resulting in 731 days and ~36,550 cells. Squad
memberships were restricted to the period between the first and last day with recorded activity,
resulting in 25,529 monitored player-days. Day-level injury reports were collapsed into
episodes, where reports separated by three days or less were considered to be in the same
episode; this created 63 episodes across 15 players, with a total of 306 body-site entries (230
graded minor, 76 major), most commonly at right knee (66 entries), left knee (50) and right
foot (49). Athlete-days registered during an episode, or in a return-to-play washout of 7 days
following one, were excluded from both training and testing since the forecast is meaningless
for an athlete who is already injured.

Cohort B (runners). All data were available for the released day-approach file: 42,766 athlete-
days from a sample of 74 athletes (1.363% injury days, distributed across 63 athletes;
583/42,766). No rows were excluded.

Cohort characteristics are given in Table 1.

Table 1. Cohort characteristics. Provenance, size, event counts and licensing for both cohorts.

Item Cohort A (SoccerMon) Cohort B (runners)

Sport Women s.ellte football Middle- and long-distance running
(Toppserien)

Athletes 50 74

Observation span

2020-01-01 to 2021-12-31 (2
seasons)

7 years (day index 0-2673)

Monitored athlete-days

25,529

42,766

Days with athlete-reported
wellness

17,008

All rows carry self-report items

Injury events

63 episodes (306 body-site
entries)

583 injury days

Athletes with 21 event 15 63
Event rate in analysis set 1.82% 1.36%
Analysis rows 4,563 (ascertainment-stable 42,766

window)

Label source

Athlete self-report via
monitoring app

Coaching/medical staff training log

Licence

CCBY 4.0 (Zenodo 10033832)

Public release accompanying Lovdal et
al. (2021)
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3.3. Monitoring-Tier Taxonomy

One asymmetry requires explicit statement. In Cohort A, T4 uses the load analytics produced
and made available by the data providers from the continuous club record. T4 is bounded to
within-week quantities in Cohort B. Foster's monotony and strain are defined on a single
training week, and therefore they are computable from the published 7-day window [27]; the
acute:chronic workload ratio is not, because it requires a 28-day chronic load which is not made
available in the release. What happens if this restriction is violated is depicted in Section 4.2.

Table 2. Monitoring-tier taxonomy. Variables assigned to each tier in each cohort, with the
instrumentation or reporting burden each tier implies (Section 3.3).

Tier Cohort A (footballers) Cohort B (runners) Instrumentation / reporting
burden

TO exposure athlete tenure, day of week athlete tenure, day of None

only week

T1 passive sleep duration, sleep number of sessions, t.otal Commodity wrist-worn device; no

. km, hours of alternative ; .
wearable quality L athlete action required
training

T2 (see . km in zones 3-4, km in Cohort A: 30 s daily questionnaire.
fatigue, soreness, mood, zones 5/T1/T2, km .

burden . o Cohort B: calibrated heart-rate or
stress, readiness sprinting, strength

column) . pace zones

training

T3 (see num.ber Of SESSIONS, percewed exertlon, Cohort A: per-session logging by
session minutes, mean perceived recovery,

burden . . . athlete or staff. Cohort B: 30-
RPE, daily load, weekly perceived training . . ;

column) second daily questionnaire
load success

T4 load ACWR, ATL, CTL (28 d), within-week load Sustained monitoring history plus

. CTL (42 d), monotony, . .
dynamics strain dynamics block an analytics stack

3.4. Data-Integrity Screens

Two screens were specified and run before any tier comparison.

Ascertainment stability (Cohort A). Because athletes report injuries through the same
application that collects wellness information, incidence (reported incidence hereafter) is
confounded with reporting behaviour. We calculated monthly injury-onset counts, using
monitored player-days as the exposure offset. We fitted a single-changepoint Poisson model,
with the changepoint selected by maximum likelihood, and report the likelihood-ratio statistic
against an equivalent no-changepoint model. So, modelling was limited to the period before the
changepoint. We computed wellness-reporting compliance and player-days monitored in the
same month as controls; a true reduction in injury incidence should not occur with stable
monitoring effort.

Coverage balance (Cohort B). Each released row overlaps six out of every seven days, thus
providing a perfect inversion of the underlying daily series in these overlapped windows. This
enables chronic-load features. So, we measured how much of the past 28 days each released
row can recover and calculated this for both injury and non-injury rows. However, where
coverage is imbalanced, any feature spanning more than the release window reflects data
availability rather than training behaviour.

3.5. Feature Construction and Labels

Cohort A. Descriptors of past-only data per athlete-day for each monitoring stream: last
observed value (carried forward for at most three days), 3- and 7-day means, 7-day standard
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deviation, difference between the means over the previous 7 days and 28 days, a within-athlete
z-score against the baseline of their mean over the previous 28 days, comparison to baseline on
the previous day, day since last observation. All rolling statistics were calculated within each
athlete and did not use any information after the index date. This label marked the start of an
injury episode occurring within a week (horizons of 3 and 14 days were also studied in
sensitivity analysis), and we kept rows only when a wellness report was performed within the
last seven days so features weren't completely stale.

Cohort B. Computed per variable within each of the seven-day windows released: last day, mean,
SD, sum, maximum value over the week (max), linear trend (slope/unit), ratio of 7th day to
window mean (ratio), and count of days equal to zero during the week- plus a block for within-
week load-dynamic. The label is the release - injury on the following day of the window - which
makes results consistent with previous work using this release. We used the reconstructed-
history features solely to demonstrate leakage in Section 4.2, not for any other tier analysis.

3.6. Models and Validation

We built two model families: penalised logistic regression (L2, with median imputation,
missingness indicators and standardisation), and gradient-boosted trees [26]. Both studies
used class weighting inversely proportional to class frequency for discrimination analyses. No
tuning information leaked into evaluation because the regularisation strength of an inner
athlete-grouped loop was nested within each training fold for the logistic model.

And all validation was stratified by athlete using five-fold GroupKFold: no athlete shared rows
between the training and test side of a given split. This matters in both cohorts—in Cohort B as
well, since six of seven days are shared between any two consecutive rows; an arbitrary row
split places near-duplicates on either side. Section 4.6 quantifies that.

3.7. Performance, Uncertainty and Decision Utility

We report areas under the receiver operating characteristic curve (AUROC), area under the
precision-recall curve (AUPRC), ratio over prevalence, the Brier score, and calibration intercept
and slope from logistic recalibration of predicted log-odds [13,28]. Reporting AUPRC alongside
AUROC is important because event rates here are 1-2%, so AUROC is optimistic [12].
Confidence intervals are athlete-level cluster bootstraps (percentile method) resampling
athletes with replacement, since athlete-days within an athlete are not independent. We use the
paired bootstrap (n=7500) on the same resampled athletes for comparisons between adjacent
tiers, reporting the associated bootstrap probability that the increment exceeds zero.

For deployment analyses, we refitted unweighted models at the natural event rate and used
only those predictions for calibration, net benefit, detection rates and alert burden. Operational
utility was expressed as an alert budget: the fraction of athlete-days staff could act on, the
proportion of injuries detected, and alerts generated per injury detected.

4. Results

4.1. Injury Ascertainment Collapses While Monitoring Continues (Cohort A)

In SoccerMon, the monthly incidence of injury onset is not stationary (Figure 1). The single
changepoint with maximum likelihood occurs in September 2020: incidence drops from 8.00
to 0.67 onsets per 1000 monitored player-days-an 11.9-fold reduction-and has a likelihood-
ratio statistic of 83.9 against the no-changepoint model.
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Figure 1. Injury ascertainment collapses while monitoring continues (Cohort A). Upper panel:
monthly wellness-reporting compliance (left axis) and monitored player-days (right axis) are

stable or rising across both seasons. Lower panel: injury onsets per 1000 monitored player-

days, with months before the maximum-likelihood Poisson changepoint (September 2020)

highlighted. Reported incidence falls 11.9-fold across the changepoint (likelihood-ratio
statistic 83.9) with no corresponding fall in monitoring effort.

The control series excludes a real epidemiological decrease. Wellness-reporting compliance
throughout the window fluctuates between 0.56 and 0.79 of monitored player-days, with no
discernible downward trend (green bars), while routinely monitored player-days rise from
January 2020 (182) to plateau near 1,300 per month across 2021. Of 63 injury incidents, 54
(86%) occurred before the changepoint, while 57 (90%) came from just one team. The 2021
season provides more monitoring data than the 2020 season and nine episodes in total; across
some ~1300 monitored player-days per month from April 2021, the release logs no instances
of injury onset for eight consecutive months. Therefore, a true injury incidence rate of zero
across an entire elite football squad for two-thirds of a competitive season seems implausible,
given prospective surveillance in professional football reports injury incidences several orders
of magnitude greater than zero across full seasons [29]; athlete-reported injury ascertainment
ceased, but wellness reporting continued.

We therefore restricted Cohort A modelling to 2020-01-01 to 2020-08-31. The analysis set
includes 4,563 athlete-days across 36 athletes after applying the in-episode and washout

exclusions, combined with a recency requirement; this includes 83 event-days (1.82%)
contributed by 11 athletes.

4.2. Recoverable History Is Imbalanced by Outcome, and Reconstructing It
Inflates Performance by a Factor of 25 (Cohort B)

Inverting the overlapping windows fully recovers the underlying daily series: 299,362
windowed observations collapse into 49,162 unique athlete-days, with a maximum within-day
disagreement of 0.0 across each of the ten variables, so this inversion is lossless.

However, as shown in Figure 2a, the recovered history remains extremely outcome-biased. For
non-injury rows, we recover on average 25.8 days (median 28) of the prior 28 days, while for
injury rows only an average of 10.8 days (median 13). The injury bands are centred on roughly
7 and 13 recoverable days, the signature of windows released in isolation rather than during a
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continuous training cycle. All that separates injury rows from non-injury rows - carrying no
physiological information of any kind other than coverage, the count of available days - with an
AUROC value of 0.961.

This modelling result is dramatic (Figure 2b). With gradient boosting (0.978 and 0.333 with
logistic regression), a pipeline equipped with features computed through the reconstructed 28-
day history, under athlete-grouped cross-validation, yields AUROC 0.988 and AUPRC 0.594. The
same pipeline, using models and splits limited to the available 7-day window, yields AUROC
0.660 and AUPRC 0.024. The observed AUPRC is inflated by about a factor of 25. The most
strongly associated feature is the last observed acute:chronic workload ratio, with a univariate
AUROC of 0.910; a number one should be read as an analytic fire alarm rather than a finding,
since no true load ratio segregates a 1.4%-prevalence outcome so well.
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Figure 2. Two leakage mechanisms, quantified. (a) Days of athlete history recoverable from
the runners release for the 28 days preceding each row, by outcome: injury rows sit in
systematically thinner coverage (mean 10.8 vs 25.8 days), and coverage alone separates the
classes with AUROC 0.961. (b) The same pipeline, models and athlete-grouped splits, with
features computed across the reconstructed history versus confined to the released seven-day
window. (c) Splitting rows at random rather than by athlete, with identical features and
models.

All tier results below therefore use window-confined features only.

4.3. The Full Monitoring Stack Adds Little over Exposure Alone
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Figure 3. Value of each monitoring tier. Out-of-fold performance under athlete-grouped five-
fold cross-validation for nested monitoring tiers. Points are gradient boosting with 95%
athlete-level cluster-bootstrap intervals; dashed lines are penalised logistic regression. Left
and centre, Cohort B (runners), AUROC and AUPRC against the 1.36% event rate. Right,
Cohort A (footballers) within the ascertainment-stable window, where every interval spans
chance.
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Table 3. Tier performance. AUROC, AUPRC, AUPRC lift over prevalence, Brier score and
sensitivity (Sens.) at a 10% alert budget for every tier, model and cohort, with the number of
features (Feat.) and 95% athlete-level cluster-bootstrap intervals.

Cohort Tier Model Feat. 23R0C (95% QHPRC (95% Lift |Brier |Sens.
B (runners) | TO exposure only ]r“:grizgscion 2 8:222)(0'562’ 8:3;2)(0'014' 1.32]0.244 | 0.144
B (runners) |TO exposure only gg?)(siif:g 2 8:247}2)(0.610— 8:83%(0'018_ 1.5910.226 {0.190
B (runners) |T1 passive wearable ll‘l:ggritsegsf:ion 26 g:géé)(0'586_ 8:83;;0016_ 1.51{0.238|0.172
B (runners) |T1 passive wearable gg?)(siif:g 26 8:228)(0'594_ 8:8;;)(0'017_ 1.540.168 [0.173
B (runners) ani;};‘jgnSitY/ zone ?;’ggrizgscion 58 8:2%(0'604‘ 8:833)(0'017' 1.57 [0.232 |0.187
B (runners) Zezni;};;“itw zone ggigi?:; 58 g:ggg)(%”’ 83;3){0.018— 1.68 |0.149 |0.194
B (runners) | T3 self-report i‘;);rizgscion 82 8:2%(0.606- 8:8;3)(0'016_ 1.5710.231|0.185
B (runners) |T3 self-report ggigi?:; 82 g:ggg)(o.629— 83;3){0.019— 1.74]0.134 |0.220
Brumners) | |remession |¥7 0676y |oos0) - |159|0230 0196
B (runners) g;n";’igi‘i‘s"week ggigi?:; 87 g:ggg)(o.ézs— 8:3;‘1})(0'018' 1.74]0.134 |0.220
(Afootballers) TO exposure only ?gggrizgscion 2 8:232)(0.150_ 8:222)(0.007_ 2.130.24710.108
éootballers) TO exposure only ggigi?:; 2 8:238)(0'198’ 8:(1)3(1))(0'007' 2.270.158 |0.205
(Afootballers) T1 passive wearable ?gggrizg:ion 18 8:461;%(0.351— 8:8;;;0'007' 0.93 |0.241 | 0.084
(Afootballers) T1 passive wearable ggi(sii?:; 18 g:iéz)(0'230_ 8:853)(0'005_ 0.68|0.042 {0.012
?footballers) jvzelslfllef;eport ll‘l:ggritsegsf:ion >8 g:ggg)(osgl_ 8:311}?)(0.007_ 1.000.167 1 0.096
(footbaliers) |wellness | |boostmg _|%® |0s00)  |ooze) —|073|0028|0000
éootballers) T3 session logging ]r“:grizgscion 98 g:g;i)(o.zm— gzgég)(o.oos— 1.01]0.144 | 0.133
(Afootballers) T3 session logging ggf‘)‘;f:; 98 8::21)(0'276‘ 8:812)(0'006' 0.96 [0.022 [0.060
‘(*footbaners) T4 load analytics ?:grizgscion 146 gzzg;})(o.zw— 8:3;3)(0'007' 0.78 |0.115 | 0.036
(Afootballers) T4 load analytics ggf‘)‘;f:; 146 8::;2)(0'351‘ 8:8;8)(0'007' 0.88 [0.022 | 0.084

Results for Cohort B are shown in Figure 3 and Table 3. Gradient-boosting AUROC was 0.641
(95% CI 0.610-0.676) at TO, 0.626 at T1, 0.650 at T2, 0.663 at T3 and 0.660 at T4;
corresponding logistic-regression values were 0.597, 0.621, 0.636, 0.638 and 0.640. AUPRC
remained 0.018-0.024 against a prevalence of 0.0136 (lift 1.3-1.7).
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Incremental tier increases are marginal, indeed nearly indistinguishable from zero. The largest
individual AUROC gain is T1-T2 using gradient boosting (+0.025, 95% CI 0.010-0.039,
bootstrap P(A>0) = 0.998). From the self-report step T2-T3, we provide +0.012 (-0.002 to
0.027, P = 0.950). From the load-analytics step, T3—-T4, we get —-0.003 (-0.010 to 0.005, P =
0.253) - that is, once we have our underlying streams detected, the analytics tier adds no
additional detectable gain.

Taken end to end, the entire monitoring stack is worth AAUROC 0.043 (95% CI 0.014-0.068,
P(A>0) = 1.000) over exposure alone for logistic regression and 0.019 (-0.006 to 0.044, P =
0.945) for gradient boosting, with AAUPRC of 0.0037 (0.0004-0.0079) and 0.0021 (-0.0005 to
0.0055) respectively on a 1.4% base rate.

4.4. Cohort A Supports No Generalisable Forecasting at Any Tier

No tier in the Cohort A group was discriminated above chance within the ascertainment-stable
window. AUROC ranged from 0.324 to 0.476 (logistic) and 0.328 to 0.459 (gradient boosting);
AUPRC lift ranged from 0.68 to 2.27; each cluster-bootstrap interval spanned 0.5, and most
point estimates fell below it. No adjacent-tier increment was significantly greater than zero.

This null is robust. AUROC ranged from 0.282 to 0.578 across the full cohort, with a single squad
contributing the most events for prediction horizons of 3, 7, and 14 days (Supplementary Table
S1). The configuration with the highest performance for this target - a 14-day horizon only to
the squad and involving 107 event-days - attained an AUROC of 0.578, well within an interval
crossing random inference.

We take this to be a power and label-quality result, not evidence that football injuries are
unpredictable per se. All events are attributable to 11 individual athletes in the exploration
window; under athlete-grouped validation, a model must generalise across individuals trained
on several injured exemplars, and with only 11 outcome-contributing clusters this is far below
what is required for stable prediction-model development [30,31]. This null is important to
report because the same dataset, with a random or temporal split across both seasons, will yield
much nicer-looking numbers, as described in Section 4.1.

4.5. The Cheapest Layer Carries the Most Signal

Attribution by monitoring tier Most influential individual features
I s =
) y 3
e = e —
perc. exertion - max7 =
weekday_proxy

T2 intensity zones ~ 18% -

]

TO exposure context - 17%

T1 passive wearable 16%
20

T4 week load dynamics =I 11%
k T T T t T T T T
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share of total [SHAP| attribution (%) mean |SHAP| (log-odds)

Figure 4. Where the signal sits. Mean absolute SHAP attribution for the full-tier Cohort B

gradient-boosting model, aggregated by monitoring tier (left) and for the most influential

individual features (right). The daily self-report tier, which requires no sensor hardware,
carries 38.2% of total attribution.

Attribution analysis on the full-tier Cohort B model (Figure 4) places 38.2% of total mean
absolute SHAP attribution on the daily self-report tier - the layer requiring no hardware at all.
Intensity and zone sensing accounts for 18.3%, exposure context for 16.6%, passive wearable
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variables for 15.7%, and derived within-week load dynamics for 11.3%. The most influential
individual features are summaries of perceived exertion and perceived recovery, consistent
with univariate discrimination (perceived exertion, AUROC 0.630; perceived recovery, 0.604)
and with the long-standing finding that subjective athlete-reported measures respond to
training stress at least as sensitively as objective ones [32].

4.6. Calibration Is Acceptable; Operational Utility Is Not

Unweighted models fitted at the natural event rate were approximately calibrated in the large
but produced overly variable predictions (mean predicted risk 0.0153; observed prevalence
0.0136; calibration intercept -0.117 and slope 0.573 for gradient boosting (for logistic
regression, 0.0149, -0.095 and 0.477); Figure 5a).

The decision-analytic readout is adverse (Figure 5b,c). The best model relays 10.6% of the
injuries at an alert budget of 5% athlete-days, producing 34 alerts per injury detected. At alert
budgets of 10% and 20%, the model detected 19.6% and 36.7% of injuries, requiring 38 and 40
alerts per detected injury, respectively. While detection outperforms random flaggers at all
budgets-the model is far from useless-a system that requires practitioners to act on about forty
alerts to predict one injury, while missing four out of five injuries per budget, cannot logically
serve as a reference for automatic intervention.
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Figure 5. Calibration and operational utility (Cohort B). (a) Calibration of unweighted models

fitted at the natural event rate, by decile of predicted risk. (b) Injuries detected as a function of
the alert budget, against random flagging. (c) Alerts raised per injury detected, annotated at

5%, 10% and 20% budgets.

Lastly, how you design your validation matters measurably. Splitting rows at random rather
than by athlete resulted in an AUROC that was 0.038 higher (P=0.047) and an AUPRC that was
0.0075 higher (P=0.046), a relative inflation of AUPRC of 29% (Figure 2c), given identical
features and models. This is accordingly a smaller effect than that of the coverage artefact of
Section 4.2. Still, it is systematic and arises here in part because consecutive rows share six days
out of seven.

5. Discussion

5.1. Principal Findings

In this study of 68,295 athlete-days from two independent public cohorts, we find that (1) the
marginal predictive value of successive layers of athlete-monitoring is small and diminishing;
(2) the layer carrying most signal requires no sensor hardware; (3) the derived load-analytics
tier - a construct upon which much applied sports science rests - adds nothing detectable once
its input streams become available; and (4) while our risk scores are better than chance and
approximately calibrated in the large, they make for weak operational tokens. In addition, our
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research reveals that the two largest public datasets in this field have a different integrity defect
each that can lead to major over-inflation of results, and we quantify both.

5.2. Implications for Digital-Athlete and Digital-Twin Programmes
These results directly shape how an integrated sensor-Al athlete ecosystem should be designed.

Injury prediction alone does not justify sensor investment. This gap is worth ~2.5 AUROC
points here, going from a passive consumer wearable with calibrated intensity sensing and then
nothing more, to building a complete derived-analytics stack. If the rationale for an expensive
instrumentation tier is injury forecasting, public evidence does not currently support that case.
Other functions - performance profiling, rehabilitation monitoring, load prescription,
biomechanical assessment - may still justify instrumentation on their own terms.

The digital-twin simulation inherits the accuracy of your risk model. Simulations of stress
scenarios and testing counterfactual rehabilitation or load-modification strategies are enticing
proposals, yet a simulator's counterfactual outputs cannot be more trustworthy than the risk
model beneath; indeed, a model at AUROC 0.66 with a calibration slope of 0.57 does not warrant
confident individual-level counterfactuals. In addition, counterfactual load modification is a
causal statement, and even the observational designs described here-nor those in available
datasets-identify causal effects [20,33]. For this kind of work-i.e., the digital twin in this domain-
scenario exploration with explicit assumptions should be described and validated, not
predictions of intervention effects.

5.3. Basketball Specifically

The literature on proposals often focuses on professional basketball, where the clinical problem
is especially acute because of dense schedules, travel, and high-intensity loading [15]; public
data sources also document schedule-injury associations [23,24]. According to our survey, no
publicly available dataset matches multimodal monitoring with injury labels for basketball.
This means a basketball digital-athlete programme has two honest paths: either importing
evidence from other sports and declaring the transfer assumption, or performing and-ideally-
publishing the missing data. The second appears to add more value, with its worth lying less in
additional sensor channels than in label quality: dense, staff-adjudicated, consistently verified
injury records with documented definitions [34].

5.4. Relation to Prior Work

The reported discrimination we report for Cohort B (AUROC 0.66) is within the range of
previously reported values for this release and similar to prior machine-learning injury-
prediction studies more broadly [6,9,10,22]. At the same time, our finding that self-report
disproportionately carries weight is consistent with the findings of Saw and colleagues [32].
The original finding that the derived load-analytics tier added no detectable information
improves on systematic reviews that have reported largely inconsistent direction and effect for
the training-load-injury relationship across studies [35], and it addresses key methodological
critiques of ratio-based workload constructs [19,20]. Our null for Cohort A opposes previously
reported increased performance on SoccerMon, and Section 4.1 provides a simple mechanism
by which such performance can emerge without signalling injury; we encourage re-examining
results around the ascertainment changepoint. More broadly, the study gives precision to long-
standing conceptual critiques [15,16,19] for open data.

To the best of our knowledge, neither of these two integrity screens is standard practice. Both
are cheap. The ascertainment test requires only event counts, an exposure offset and a
changepoint fit, while the coverage audit requires only available history count per row,
stratified by outcome. Indeed, both showed positive results on the first datasets we tested them
against, suggesting that defects are common and implementing these techniques would be
worthwhile.
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5.5. Limitations

First, the objective SoccerMon GPS stream (approximately 99 GB) could provide an external-
load tier above T4, but archive download rates made acquisition impracticable for this study.
The evaluated ceiling is therefore analytics-derived rather than elite external-load sensing.
Second, with ascertainment restriction, Cohort A is massively underpowered (83 event-days
from 11 athletes), making its null weak evidence of absence rather than absence.

Third, both cohorts apply heterogeneous, unvalidated time-loss injury labels (self-reported in
Cohort A; organisational logs in Cohort B) without diagnosis, increasing exposure
misclassification risk in unpredictable ways.

Fourth, tier taxonomy annotates variables on the cheapest device class that could realistically
produce them. Cohort A scores related to things like sleep quality, for example, are self-rated
and treated as if they were what a consumer sleep tracker outputs automatically; that mapping
is a modelling assumption, not measurement equivalence.

Fifth, while runners are partially normalised and single-squad, Cohort A is sampled from the
disrupted 2020 season schedule due to COVID-19 disruption; neither cohort can be viewed as
arandom sample of any wider population.

Sixth, we compared two families of models and did not test deeper architectures; we applied
the standard framework for model evaluation (discrimination, calibration, and clinical
usefulness) [28,36]. We expect the architecture choice not to change the conclusions, as we
found strong evidence of leakage in more expressive modelling of artefactual features. Thus,
the signal ceiling here is low-but we have not demonstrated this.

5.6. Recommendations

For researchers using public athlete-monitoring data, we suggest three checks before any
performance claim: (i) plot event incidence against monitored exposure over time and test for
a changepoint; (ii) tabulate, by outcome class, how much history each row’s features actually
span; and (iii) validate with athlete-grouped splits and report AUPRC, calibration and an alert-
budget readout alongside AUROC. For dataset publishers, releasing an explicit per-row
coverage indicator and documenting periods of known reporting change would prevent both
defects found here.

6. Conclusion

Using data from the two largest publicly available multimodal athlete-tracking datasets, we
show that each successive sensing layer yields one to two AUROC points, with diminishing
returns as the stack grows: a full monitoring stack adds about two to four AUROC points over
knowing only an athlete's exposure. Hardware-free, a daily questionnaire delivers the layer
with greatest attribution. Under realistic alert budgets, the best model identifies one in five
injuries for 40 alerts per detection. We found an 11.9-fold ascertainment collapse in one dataset
and a coverage imbalance (exacerbated by our outcome-driven modelling approach) that
artificially inflated apparent precision-recall performance by ~25-fold versus two reproducible
integrity screens applied pre-modelling to assess reporting quality.

The key takeaway for the many digital-athlete programmes out there is that it is not about
building less, but building differently; the binding constraint in this space today is label quality,
density, and ascertainment-not model input.

Data and Code Availability

Both datasets are public. SoccerMon is available at https://doi.org/10.5281/zenodo.10033832
under CC BY 4.0 [21]; the competitive-runner day-approach release accompanies Lovdal et
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al. [22]. No data are redistributed with this work. All analysis code, derived tables and figure
scripts are provided in the accompanying repository, including the two integrity screens as
standalone modules (labels.poisson_changepoint and leakage_case.coverage_diagnostic).
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